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AAOmega Software Requirements

Version 1.0, Terry Bridges, 13 Nov 2002

Version 1.1, Terry Bridges and Will Saunders, 2 Dec 2002

Version 1.2, Terry Bridges, 18 February 2003

Version 1.3, Terry Bridges, 8 May 2003

1.1 Introduction

In this document we discuss the software requirements for AAOmega, above what is already provided with 2dF.  These are necessary for the optimum use of AAOmega, in particular Nod&Shuffle and beam-switching observing modes.  I assume that requirements for control software will be dealt with separately.   Section 1.2 gives a table with the priorities for each software item; Section 1.3 discusses Field Configuration Software issues in more detail; Section 1.4 does the same for Data Reduction Software items; and Section 1.5 discusses Other Software Requirements.  Version 1.3 incorporates feedback from participants in an AAOmega software meeting on March 13.

1.2 Priorities for Software Items

Table 1 gives the priorities for Field Configuration, Data Reduction, and Other software requirements.  The last column shows how useful the given item would be for  the current 2dF: U= Useful; I= Important; N= Not Needed; A= Already Done.

Table 1: Priority for AAOmega Software Items, and Importance for Current 2dF

Item
Must Have
Desireable
Would be Nice
2dF?

Field Configuration Software (Configure)



Same config both plates

X

U

Nod&Shuffle support
X


I

Beam-Switching
X


I

Cross Beam-Switching
X


I

Checks of Sky Positions


X
U

Data Reduction Software (2dfdr)



Fully Automated Pipeline
X


U

Cross-Beam Switching
X


I

Normal Nod&Shuffle
X


A

Minishuffling (if optics permit)
X


N

PSF-Mapping
X


I

Flux Calibration

X

U

Joining 2 CCDs Together
X


N

Improved Tramline Mapping
X


U

Improved Scattered Light

Subtraction (not poss with 2dF)
X


N

Improved Wavelength Modelling
X


U

Two-d Arc Fitting

X

U

Other Software



Reliable Fibre Database
X


I

Observation Sequencing/Scripts
X


U

Real-time Reconstruction of IFU image

X

U

Sky Subtraction with IFU
X


U

Virtual Observatory Compliance
X


U

FITS files with object info.

X

U

1.3 Field Configuration Software

Configure is the software used to assign (MOS) fibres to objects.  There are several modifications which are necessary for AAOmega (many of these would also benefit 2dF in advance of AAOmega):

1. Obtaining the same configuration on both plates:  With AAOmega, long integrations will be common, especially with Nod&Shuffle, where sky subtraction should be Poisson-limited.  However, during a long integration, differential refraction over the 2 degree field will cause light to be lost from object fibres the further one moves from the configuration midpoint time, especially for objects near the edge of the field.   Even a field near the meridian can only be observed for 5-6 hours before the losses become unacceptable.  The solution is to have the same configuration on both field plates, so that the field can continually be reconfigured on one plate, whilst observing on the other.  In this way, one could observe the same field for indefinite amounts of time (e.g. several nights).  However, it is not easy to obtain the same configuration on both plates with the current Configure, and work will be needed to make this a routine operation.  It was noted that this has actually already been done for OzPoz.  Possible solutions:

· Ensuring the same parked positions on both plates, possibly the same broken fibres on both plates, and possibly looking at fibre tolerances.  

· Configure on the first plate, then configure on the second plate with high priority given to those objects already configured on the first plate.  

· Increase the button clearance tolerances from 400 to 600 microns, and decrease the angular tolerance from 14 deg to 10 deg.  This works quite well with 2dF, but some tidying up may be necessary to optimize the re-allocation of the (hopefully few) broken fibres.

2. Beam-Switching, Cross Beam-switching, and Nod&Shuffle: In general, Nod&shuffle, Beam-Switching, and Cross Beam-Switching (CBS) are all important for AAOmega, and all must be supported within Configure.  With CBS, one allocates a pair of fibres for each object, with each pair having a fixed separation (both in direction and magnitude of offset).  During observing, one of the fibres in each pair (A) is on object and one (B) is on sky; after a period of time (typically ~15 min) the telescope is offset so that fibre B is on the object, and fibre A on sky.   Currently, it is a very laborious process to produce fibre configurations for CBS.  Configure needs to be upgraded so that object/sky pairs can be read from the .fld file and assigned to pairs of fibres. With beam-switching and also for Nod & Shuffle, there is a further difficulty of ensuring that as many objects as possible have uncontaminated offset sky positions; this may in fact be the main limitation to the use of these sky subtraction techniques. 

For CBS, it will be best if observers supplied offsets (direction and magnitude), but it would be nice if optimal offsets could be determined within Configure.  The data headers will need to contain information about the association of object-sky pairs, for data reduction.  A possible procedure would be for Configure to allocate as many pairs as possible, remove all allocations that don’t have both object and sky, and then iterate.  Another procedure, which RDC has used with 2dF, is to exploit the priority system, using several levels and with the skies for each set of targets having the same priority as the corresponding targets.  It’s essential to have the pairs of fibres in the same spectrograph, and a further desireable feature will be to make each pair of fibres come from within the same retractor. A separate issue is working out the fibre locations so that every pair corresponds to the same telescope offset in RA and Dec.  The simple solution is to use shifts in RA only. Finally, it’s important that we are able to automatically use ‘conventional’ sky subtraction for those targets which do have contaminated skies.

Checks of sky positions: it would be nice to have this done within Configure in an automated way (the current procedure is a bit painful), but this could be done pre/post Configure, and was set to a lower priority.

1.4 Data Reduction Software  

2dfdr is the 2dF data reduction software, which would be modified for use with AAOmega.  For many datasets 2dfdr can be run very easily as a nearly completely automated pipeline.  However, 2dfdr has largely been driven by the needs of the 2dFGalaxy and QSO Surveys, which were mainly aimed at determining redshifts from data taken at low spectral resolution.  It was also not written with Nod & Shuffle and beam-switching in mind (though the current version of 2dfdr does handle Nod & Shuffle data with some modification of the headers).   2dfdr will also have to incorporate both MOS and IFU observing modes. Very importantly, 2dfdr will have to become a fully-automatic pipeline.  This is for several reasons: (1) to make 2dF/AAOmega as simple as possible, and as easy to use as possible.  It is currently very difficult to both run 2dF and reduce data at the same time.  With a fully-automated pipeline, much of the workload is reduced; (2) A fully-automated pipeline is necessary for Virtual Observatory (VO) compliance; if the pipeline is not fully-automated, then there are unreasonable overheads in carrying out the reductions (VO-compliance will require supplying fully-reduced data); (3) Bench-marking for 2dF/AAOmega will require checklist-style procedures which can be performed by Site staff or instrument scientists; these procedures need to be totally automatic.  ORAC-DR shows that a fully-automated pipeline is quite feasible.

We now list several improvements which are required to obtain the best possible data quality from AAOmega; most of these apply for both MOS and IFU modes.

1. Fully-Automated Pipeline:  2dfdr needs to be fully-automated, with no user interaction at all required.  This is nearly the case already, with the exception of tramline identification.  Several things will make fully-automatic tramline identification much easier with AAOmega than it is with 2dF: larger spacing between fibres (10 pixels compared to 5); engineered gaps in the AAOmega slit; a stable and well-characterized spectrograph; and a more uniform psf across the chip(s).  As well, the 6dF tramline identification routines should be used with 2dfdr.  The 2dfdr pipeline should also operate like ORAC-DR, by detecting when new data have arrived, and reducing them automatically (the pipeline will need to know which data files go with which setup, but we believe that this capability is already built-in to 2dfdr).  It will help to do the observations in the right order, with calibration frames taken first; this would be the case for survey programs, and observing scripts would help.  However, there will be cases where the frames will have to be reduced in a different sequence to the one they were taken in (e.g. a final arc exposure which needs to be applied to several preceding data frames, and fibre throughputs using offset skies or twilight flats).  In such cases, the software should be aware of the observing script and wait till it gets what it needs, or it should automatically re-do the reductions if later frames are relevant.

In order to ensure that 2dfdr has performed properly, there will need to be more diagnostics and checking procedures.  Most of these will be looked at after data reduction, but some could/should be done during 2dfdr reduction, causing the program to pause and ask for a decision.

· Tramline fits.  Not only at the 'find fibres' stage, but also in every frame to ensure it hasn't produced a skew fit or some other gross error.  Totally wrong fits may be diagnosed by setting limits on the allowable shifts.  Perhaps the rotate & shift option can be eliminated for AAOmega.

· Quality of Flats. They should look uniform and have a range of no more than ~10% for say 99% of the pixels (or perhaps 5% for 95%).  Visual inspection is best but some numerical checks could be built in.  There's also an unsolved bug in the program at the moment which often leads to rubbish fits in the corners of frames with a non-uniform illumination, such as the UV ends of GRS/2QZ frames.

· Arc Fits. Total failure is rare, but problems sometimes come if there are too few arc lines or if they are badly distributed.  There's a lot of information on the quality of the fits and the numbers of lines used which is currently logged by 2dfdr but very rarely used, which could easily provide warning of possible problems.  It’s also not clear what 2dfdr does if it fails to fit an arc: does it simply use the arc fit for the previous fibre?  If so, this is a serious bug: it should report when it fails to get a fit and flag the output spectrum.

· Scattered Light.  This often doesn’t work very well, particularly in the blue when there are low counts, and when there are few broken fibres.  A new approach for AAOmega will be needed, which will use the purpose-built gaps in the AAOmega slits.
· Sky Subtraction. 2dfdr reports the accuracy of the subtracted sky by looking at the scatter in the reduced sky fibres.  However, it doesn't seem to avoid any contaminated or badly extracted fibres at that stage, although it does a good job of deriving the mean sky using a median filter.  Thus the sky fitting can appear to be terrible when it is actually quite good.  This should be fixed and then become another parameter which should be automatically checked to verify that a data reduction is OK.

· Cosmic Ray Removal. Standard procedure with 2dfdr is to remove the CRs only at the last stage, when the reduced frames are combined.  You get a count of the number of pixels corrected per spectrum, which scrolls up the screen.  This should be at the ~2% level normally but sometimes it goes wrong.  Either a statistical warning or a display would be better.  It would be good to have more information about which pixels have been removed (e.g. is it really removing only bona-fide CRs, or is it clipping real emission lines, or perhaps regions that have been badly sky-subtracted?).  It may be better to remove CRs during the processing of each frame, and this needs to be looked at in more detail.  Finally, it’s puzzling that when you combine two sets of data, that have themselves been combined, 2dfdr still rejects “cosmic rays”!  Given that the CRs should already have been removed, what is it rejecting?

· Qualityplots. The optional qualityplots display gives some very useful information in a visual format which is quick and easy to assess.  More features could be added, and some way is needed which more or less forces users to check the final quality of their data.

2. Beam-Switching: 2dfdr can be used without change to extract beam-switched spectra without sky subtraction, by reducing each frame of a beam-switched series independently.  Sky subtraction will probably best be done outside 2dfdr, with new software to identify sky-object pairs (from the fibre ids in the file headers) in different frames and perform the sky subtraction.  The headers will have to contain the information about object-sky pairs.
3. Nod&Shuffle: Here we need to distinguish between the needs for two quite different Nod&Shuffle modes: 
(A) “Normal” Nod&Shuffle, where alternate retractor blocks are masked, and whole retractor blocks are shifted into the gaps with ~50 pixel (10 fibre) shifts.  Reduction of normal N&S data is reasonably straightforward, with the corresponding sky spectrum subtracted from each object spectrum, followed by extraction of each sky-subtracted spectrum.  All that remains to allow complete pipeline reduction of normal N&S data are some changes to the header information (addition of the pixel shift, specification of the correct CLASS, offsets, and exposure times in each position).
(B) “Minishuffling”, where spectra are shuffled by ~5 pixels into the gaps between spectra.  This would allow Nod&Shuffle with all ~360 fibres. However, the data reduction for minishuffling will differ from normal N&S above, as the spectra should first be (optimally/FIT) extracted, and then sky subtracted.  This will require changes to 2dfdr.  NOTE:  Analysis of recent 2dF data taken to simulate AAOmega show that minishuffling appears feasible with AAOmega, and will very likely be the default NS mode with AAOmega.

4. PSF-Mapping:  It has recently been found that 2dF sky subtraction can be compromised because of PSF variations across the detector.  This is especially noticeable in data which have been throughput-calibrated using night sky lines, and for objects near the edge of the detector.  New algorithms written by Scott Croom have now been added to 2dfdr to greatly improve the sky subtraction for such objects.  However, PSF variations across the detector are still limiting the accuracy of sky subtraction with 2dF in the mean-sky method (as they will with AAOmega).  What is needed is to map the PSF across the detector, and match the spectral resolution of the mean sky spectrum to that of the object spectra at any given location in the detector, before object spectra are sky-subtracted.  This will give the optimal “mean-sky” sky subtraction, but will require a significant amount of work.  PSF-mapping is definitely required with 2dF, but may not be necessary with AAOmega: this depends on the performance of the delivered optics.  It should be noted that the 2dF PSF (and AAOmega?) is not Gaussian, and convolution with non-Gaussian PSFs should be investigated.
5. Flux Calibration: While absolute flux calibration is nearly impossible with fibres, it is still possible to carry out relative flux calibration.  2dfdr could be upgraded to allow such flux calibration to be done automatically, either using a flux standard observed with the same observing setup, or using an AAOmega throughput calibration obtained elsewhere.  This will also require a library of flux standards to be available on disk.

6. CCD Processing: Since there will be two CCDs, there will be additional data reduction requirements.   We are assuming that  two CCDs would be handled as independent images by 2dfdr  (treating the two CCDs butted together as a single image would present many problems and is probably unnecessary). However, we will want to put together the red and blue sections of the spectrum after processing. If this is to be done automatically, there needs to be some way for the software to recognise which pair of images belongs together.  It may be possible to adapt software written for 6dF by Will Saunders.  The software will also have to handle bad regions at the ends of the spectra.  

7. Tramline Mapping: Currently 2dfdr determines the tram line map for 2dF using a rather complex algorithm, which incorporates the full optical model for 2dF and ray traces from the slit to the CCD to predict image positions on the CCD.   For SPIRAL and 6dF a much simpler algorithm has been used, which searches for peaks along the centre of the image, adds a curvature based on a simple radial distortion model and then rotates to match the data.  Each approach has advantages and disadvantages.  However, whichever approach is chosen, there will be work needed to adapt it to AAOmega.  There are also improvements which could be done to data reduction.  For instance, gaps built-in to the AAOmega slit will make it easier to correctly determine the fibre numbering.  Tramline mapping will need to become fully-automated, requiring no user interaction.  

8. Scattered Light Subtraction: The current 2dF algorithm makes use of  “dead” fibres to provide points to which a background level can be fitted. This is unsatisfactory, since it means that if there are not sufficient broken fibres, good fibres have to be deliberately masked out for this purpose.  Again, if the fibre slit contains a number of gaps, these can be used as background points (this has been done for 6dF).  Such gaps will be built in to the AAOmega fibre slit, and modifications to the background-fitting code to use such gaps will be required.

9. Wavelength Modelling: The software has to be able to determine the wavelength of every pixel to provide a starting point for the arc identification routines. Although the central wavelength prediction doesn't have to be accurate, a reasonably good prediction of the dispersion is needed such that pixel wavelengths will be within 1 or 2 pixels.   Work will be needed to determine the best approach for wavelength modelling with AAOmega.  One of the problems here is that the central wavelength given in the 2dF headers is not that accurate; arc frames could be used to get a much better estimate of the central wavelength.

10. Two-dimensional Arc-Fitting: It would be good for the user to have more control over arc-fitting, and to have a two-dimensional arc solution over the whole CCD.
11. Speed:   2dfdr is going to be a lot slower handling 2k x 4k or 4k x 4k images, compared to the current 1k x 1k (2dF) or 1k x 2k (SPIRAL).  We need to ensure that we have machines with sufficient speed and memory to cope.  Faster machines will also be necessary to run Configure efficiently.
1.5 Other Software Requirements

1. Improved Fibres Database: The current 2dF fibres database is difficult to use, and requires too much manual work.  But this database is quite important, because it is used to produce the master fibres file (spec_fibres.txt): this says which fibres are in use, and the translation between fibre/pivot and location on CCD.  Any mistakes mean that headers have to be corrected later.  Is there a commercially-available alternative that is better?
2. Observation Sequencing: Both for ease of use, and for VO-compliance, observation sequencing will be quite important.  By this we mean the ability to use observing scripts with AAOmega, and thus run a sequence of commands.  A gui interface will be needed to edit such scripts.  We probably don’t want to demand that all observations are done using scripts (compare the ESO Observing Block system), but many observations could be done with scripts (especially survey programs and other data that need to be VO-compliant).  First, the needed observing scripts need to be defined (TJB/WJS).  The scripts would need to control both CCDs, and would just cover data acquisition (ie. not moving the telescope or controlling the positioner).

3. VO-Compliance: Provision must be made to ensure that  AAOmega data (both MOS and SPIRAL) are VO-compliant.  This will require all instrumental and observing information to be included in the header.  At the present time, a multi-extension FITS file format for AAOmega data should be okay, with a possible conversion to “VOTable” VO format (based on XML) done offline.  However, it may be better to produce AAOmega directly in VO format.  The answer to this isn’t known now, but work at the AAO and elsewhere is under way, and ongoing communication with the VO community will be important.  The best option is probably to do VO-conversion post-2dfdr. 

4. Real-time reconstruction of SPIRAL IFU image for image acquisition, with telescope offsets sent directly to telescope.  Note: it may be possible to use the AAT Cassegrain acquisition and guidance unit to provide offset autoguiding, reducing the ‘real time’ element of the software to that of image acquisition checking.  Note: this is already part of spiraldr.

5. Sky-Subtraction with the IFU: The idea here is to allow IFU sky-subtraction without Nod&Shuffle, and to have flux calibration with the IFU.
6. Improved S/N calculators for both MOS and IFU modes

7. Grating Angle and Articulation Calculator: needs to be written

8. FITS files: The ndf2fits code should be modified so that the FITS files contain both wavelength and object information—this is currently not the case.
9. Software Effort: there is a considerable amount of software development required for AAOmega, in particular for data reduction, as well as ongoing effort required for software support and development.  This is a critical issue, as AAOmega depends very much on software as it does on hardware.
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